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Abstract
The function of proteins is tightly related to their interactions with other molecules. To study such interactions, biochemists track
molecules which enter specific regions of a protein. This leads to scanning the trajectories of thousands of solvent molecules
(e.g., waters) during thousands of time steps of molecular dynamics simulations. To ease the exploration of such rich data, we
propose a novel technique for the analysis and visualization of large sets of water molecule trajectories. Our solution consists
of a set of visualization techniques which help the biochemists to classify, cluster, and filter the input trajectories and to explore
the properties and behavior of a selected subset of trajectories in detail. First, we use an interactive histogram and heat plot to
get an overview of all water trajectories. It supports also the user-driven selection of potentially relevant trajectories which then
are further explored in other views. Further, we show clusters of trajectories in a 2D representation illustrating the water flows.
The trajectories can be further scrutinized in 3D where we show individual paths, including their simplification, as well as
extracted statistical information displayed by isosurfaces. All views are interactively linked which enables the smooth transition
between different levels of abstraction. The initial problem specification was posed by domain experts from the field of protein
engineering who were struggling with understanding so many trajectories at once. The proposed solution was designed in tight
collaboration with these experts to support their workflow and research tasks.

Categories and Subject Descriptors (according to ACM CCS): Picture/Image Generation [I.3.6]: Line and Curve Generation—

1. Introduction

Protein structures and their function have been intensively studied
for decades, namely because of their importance in drug design
and protein engineering. In these fields, the reactivity of proteins
with other molecules plays a crucial role. Among these molecules
are ligands, ions, or water molecules. The products of such reac-
tion can form the basis of new medications. The reaction can also
change the protein properties in a controlled way. When the reac-
tion site, i.e., the active site, is buried deeply in the protein, the
biochemists have to study the entrance paths, called tunnels, lead-
ing from the outer solvent to this site. The properties of these paths,
such as their width, length, curvature, or physico-chemical proper-
ties of the surrounding amino acids and their changes over time,
directly influence the protein function. Similar properties have to
be studied when examining the usage of paths by other molecules.
In case of a ligand passage, the biochemists are dealing with the
trajectory of one or few ligands and are trying to understand their
behavior over time. When observing the flow of water molecules
through these paths, the task is to analyze hundreds to thousands of
trajectories. These trajectories are strongly scattered because of the
Brownian motion of waters (see Figure 1). Therefore, it is impos-
sible to understand the behavior of many water molecules without
proper visual support.

The importance of studying the flow of water molecules through
proteins can be demonstrated by the case study presented by

Pavlova et al. [PKC∗09]. The authors aimed to redesign the wild
type of haloalkane dehalogenase in order to increase its reactivity
with 1,2,3-trichloropropane (TCP). They revealed that the low re-
activity of the wild type was caused by the presence of many water
molecules flowing to the active site through the main entrance tun-
nel. In consequence, the TCP was competing with waters for the
interacting amino acids of the protein. In other words, the waters
prevented TCP to perform the reaction with the protein. After re-
vealing this problem, the biochemists designed a solution where
they mutated a selected amino acid surrounding the main tunnel
which closed this path. Then, a narrower side tunnel was used for
the entrance of TCP as well as water molecules. As the side tun-
nel got narrower, the amount of waters near the active site was de-
creased substantially. In consequence, the reaction between TCP
and the protein performed much faster than in the wild type case.

The crucial step of the study was to reveal the problem causing
the low reactivity with TCP. It required to analyze long simulations
of molecular dynamics and observe the behavior of hundreds of
water molecules. Without proper visual support, this task is very
lengthy and complex to perform.

Another example demonstrating the importance of studying the
water flow through proteins is the assumption that the flow induces
entrance paths. When the biochemists aim at revealing the most
biochemically relevant tunnels, they presume that when a tunnel is
used by water molecules, flowing towards the active site, this tun-
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(a) (b)

Figure 1: Left – more than 11.000 water trajectories over only 25 time steps (from 100.000 time steps of the whole simulation). Right – the
whole data set in a single time step visualized using ball and stick model.

nel will be the relevant path for ligands and other small molecules
as well. However, this hypothesis was not confirmed yet and we
believe that our newly proposed tool will help the biochemists to
confirm or disprove it.

These assumptions and requirements led us to the development
of a novel technique for the analysis and interactive exploration
of thousands of water trajectories within long dynamics simula-
tions. Our technique consists of several linked visual representa-
tions which help the biochemist to reveal the most relevant water
flows and to analyze them in general as well as in detail. Our solu-
tion starts with the basic analysis of all trajectories with respect to
their penetration through the protein surface and entering the active
site area. This divides the initial set of trajectories into several cat-
egories. The user can then visually compare these categories and
select a subset for further exploration which is performed using our
linked 2D and 3D views.

2. Related Work

The analysis and visualization of different types of trajectories is
a common problem in many fields with a focus on different tasks,
such as the extraction of basic statistical information about a set of
trajectories or the simplification of individual trajectories. In this
section we focus on existing approaches which are tightly related
to our proposed solution.

In our solution we introduce abstracted representations of the
flow of water trajectories. The first approach is based on the widely
used heat plots or heat maps. This matrix-based representation can
display the overall view of many trajectories at once.

Our second method was inspired by flow diagrams commonly
used in many fields. A similar principle can be applied to visualiz-
ing water trajectories, as well.

In the following, we also mention techniques for the simplifica-
tion of trajectories. Then we present visualization techniques which
are dealing with water trajectories in proteins.

2.1. Simplification of Trajectories and their Visualization

Scattered time-dependent trajectories can be found in many fields.
Therefore, there are also many existing solutions for trajectory sim-
plification which help to understand the main trends and directions
of objects moving along such trajectories. To find the most suitable
simplification methods, Dodge et al. [DWL08] introduced a tax-
onomy of different movement patterns. They categorize types of
motions and propose an appropriate solution for their analysis and
visualization. Another valuable source of existing tools and tech-
niques comes from the book by Andrienko et al. [AAB∗13]. Also,
recent work of Vrotsou et al. [VJN∗15] present a systematic step-
wise methodology for trajectory simplification with an emphasis on
visual exploration and analysis. Trajectory simplification was used
also in the work of Furmanova et al. [FJB∗16]. The authors were
analyzing the trajectory of ligands, but they focused on the explo-
ration of single trajectories instead, using several linked views.

In many applications the flow is represented as a weighted graph
between nodes. Holten [Hol06] introduced Edge bundling, a visu-
alization for dense graphs. The author grouped adjacent edges, so
they resulted in an uncluttered visualization. Phan et al. [PXY∗05]
used hierarchical clustering to group nodes in a way that they min-
imized edge crossings, but the relative positions of nodes were
preserved. Andrienko et al. [AA11] extracted significant points
from trajectory data. Then, they used arrows which were point-
ing from/to certain areas represented as cells of Voronoi diagrams.
These areas were used for the representation of the movement
trends. Cornel et al. [CKS∗16] introduced composite flow maps,
which made it possible to visualize multiple flows at the same time.
In addition, the level of detail could be changed interactively, while

submitted to Eurographics Conference on Visualization (EuroVis) (2017)



Submission ID 199 / Watergate 3

maintaining the representative magnitude. Space-time movements
can be also modeled as probability densities. Demsar et al. [DV10]
used three (space + 2D) dimensional kernels to model space-time
movement data.

2.2. Analysis and Visualization of Water Trajectories

Water trajectories and the importance of their analysis was already
revealed by several research groups. Benson and Pleiss [BP14] de-
scribe their method for directing the water flow in a given direction.
Very recently, the AQUA-DUCT [MMG∗16] tool was released. It
allows the extraction, analysis and visualization of the behavior
of solvent molecules during the molecular dynamics simulation.
The visualization is currently supported by the PyMol visualiza-
tion package [Sch15]. It allows to display the 3D shape of detected
clusters of waters using a line or tube representation of correspond-
ing trajectories.

Except for the basic visualization of the original shape of indi-
vidual trajectories, there are also techniques aiming to ease the un-
derstanding of their flow. Among these techniques belong the work
of Vassiliev et al. [VCMB10] where the authors visualize the water
trajectories using streamlines.

One of the most related works was published by Bidmon et
al. [BGB∗08]. It focuses on the identification and visualization of
water trajectories within molecular dynamics. The authors propose
a clustering of trajectories followed by their 3D visual abstraction
which shows only the extracted principal paths. In comparison with
the previous solutions, their approach preserves valuable informa-
tion on the directions and velocities of water molecules routing
along these paths. In our solution, we first use 2D abstractions to
present the general overview of the trajectories. These serve also
for the selection of an interesting subset of trajectories which are
further explored in specific 3D views where we use the isosurface
representation to convey the information about protein space occu-
pied by water molecules.

Luboschik et al. [LMS∗12] presented another approach that de-
scribes the guidance through complex simulation trajectories in
systems biology. The method addresses biochemical reaction net-
works and provides the users with a tool for investigating the over-
all behavior of a modeled system and detailed behavior at the same
time.

3. Overview

Our solution consists of a set of visualization techniques which
support the exploration of water trajectories in several stages. As
already stated, the input data can consist of thousands of complex
trajectories and the goal of the biochemists is to understand the
main trends in their behavior. This can be expressed by the follow-
ing requirements.

• The biochemists want to observe only those waters which are
entering the protein. Among those they want detect waters that
get into the vicinity of the active site.
• For these trajectories, they want to get information about their

behavior – how and when they got to the active site, how long
they stayed in the vicinity of the active site, did they leave the
protein using the same path or used another one, etc.

• Which paths (tunnels) are used for entering and leaving the pro-
tein and to which extent.

To address these questions, we propose a system consisting of
several analysis and visualization steps which guide the biochemist
through the exploration process. The process starts with the initial
set of all trajectories, containing the information about the positions
of thousands of water molecules over thousands of time steps of the
molecular dynamics simulation. When evaluating this dataset, we
use the same classification as the AQUA-DUCT [MMG∗16] tool,
as this was already accepted by the biochemical community. First,
we analyze all trajectories with respect to their entrance to the pro-
tein. When a water never enters the protein, it is automatically dis-
carded in this step. This immediately answers the first requirement
stated by the domain experts. The remaining trajectories are then
divided into segments according to the following classification (see
Figure 2).

Figure 2: Classification of trajectories. The black curve marks the
active site area. Green – water is in the vicinity of the active site
(inside), red – water is heading towards the active site (incoming),
blue – water is leaving the protein (outgoing), orange – leaves and
re-enters the active site area after at least a user defined number of
time steps (around), grey – enters the protein but not the active site
(out of scope) or is outside the protein (out).

A segment can be marked as:

• incoming – starts at the protein surface and is heading towards
the active site area,

• outgoing – leaves the active site area and then the protein as well,
• inside – is in the user-defined vicinity of the active site,
• around – exits the active site area but enters it again later,
• out – outside the protein or inside but never getting to the active

site area.

This classification is then used by the proposed visualizations to
color and filter the water trajectories, as will be shown later. To be
able to detect the main flow directions, i.e., to detect the main paths
used by water molecules, we further process the trajectories using
clustering.

We cluster points in 3D space, which are located on the inter-
section of individual trajectories with the protein surface. In other
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words, these points represent entrance/exit sites of waters to/from
the protein. By clustering them, we get areas on the protein sur-
face which should in fact correspond to gorges of tunnels. In our
application we used the mean shift algorithm. Mean shift fits per-
fectly to our framework, since it can be seen as a local maximum
search in a kernel density function (see below). Means shift is a ro-
bust iterative method, which switches every input point to its local
weighted average, where the weight comes from a kernel function
(e.g., Gaussian kernel) in each iteration. The assumption is that af-
ter convergence the points are located in few densely packed areas.
Therefore, these points can be considered to belong to the same
cluster. Consequently, the number of resulting clusters is highly de-
pendent on the size of the kernel. One of the method’s advantages
is that it does not need any a priori knowledge of the number of
clusters, unlike other popular clustering methods (e.g., K-means).
It is an important issue in our application, since in this phase it is
not known how many gorges (clusters) are present in the dataset.
The resulting clusters serve as an input for the subsequent visual-
izations.

3.1. Histogram and Heat Plot Views

All classified and clustered trajectories serve as an input for our
proposed visualizations, aiming to show the overview of these tra-
jectories. The statistical information about the amount and classi-
fication of waters in detected clusters is summarized in the flow
histogram (see Figure 3).

Figure 3: Flow histogram showing the basic statistics about clus-
ters of water trajectories. Figure shows the statistics about three
clusters. Size bars show the amount of waters in individual clus-
ters, Incoming and Outgoing bars show the number of incoming
and outgoing waters to and from the active site, Only Access bars
show the number of waters which only entered the active site, and
Only Leave bars show the number of waters which started at the
active site and left the protein.

Figure 4: Top – heat plot representation of selected trajectories.
Each row corresponds to one trajectory and is colored according to
the proposed classification. The tooltip appears when hovering over
the rows and shows the information about water identifier. Bottom
– heat plot with simplified segments.

It shows the number of waters in the detected clusters (Size), the
number of incoming (Incoming) and outgoing (Outgoing) waters
to and from individual clusters, and the number of waters which
accessed the active site area but never left (Only Access), or started
in the active site area and left (Only Leave). By clicking on a bar,
the histogram can serve for direct selection of trajectories that are
subsequently visualized in our 3D views (described below).

Another visualization conveying the classification of individual
trajectories is based on a simple heat plot. Each row depicts one
water trajectory and the abscissa corresponds to time (see Figure 4
top). The coloring of the segments of each row corresponds to the
classification.

In Figure 4 (top) it is visible that the colors in some rows are very
scattered. It signifies that the waters were changing their position
according to the classification dramatically. However, this informa-
tion can be too detailed in some cases when the biochemists are
interested only in the most significant changes along the trajectory.
In other words, numerous fast movements close to the boundary
of the active site area (visualized as a set of thin green lines alter-
nating with thin orange ones) can be classified as inside the active
site area. To avoid this, we applied the following set of simple rules
which simplify the classification. The segment between the point
when the water enters the protein and the point when it enters the
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outside

(a) Time when the water enters the active site area for the first time.

outside

(b) Overall time spent in the active site.

outside

(c) Overall time spent inside the protein.

cluster 1 cluster 2 cluster 3

(d) Assigned cluster identifier number.

Figure 5: Heat plot sorted according to different criteria.

active site area for the first time is marked as incoming. The seg-
ment between the point when the water finally leaves the active site
area and the point when it leaves the protein is marked as outgoing.
We mark the part of the trajectory as around if and only if the water
leaves the active site area for a substantial portion of time (user-
defined parameter), otherwise it is always marked as inside. This
results in more compact representation as can be seen in Figure 4
(bottom). The user can easily switch between both representations
when needed.

Both representations can also be sorted and filtered according to
the following criteria (see Figure 5):

• a) time when the water enters the active site area for the first
time,
• b) overall time spent in the active site area,
• c) overall time spent inside the protein,
• d) assigned cluster identifier.

The user can choose between two coloring schemes for both flow
histogram and heat plot – coloring according to the classification or
clusters.

The user can also interact with the heat plot in other ways. The
user can utilize zooming in order to explore a specific region of
the heat plot in more detail. While zoomed in, the user can use
panning in horizontal and vertical direction in order to adjust the

view as needed. For better comfort, the users can utilize an auto
range function that will automatically compute the optimal zoom
and panning in the way that all the data are clearly visible. The
heat map also allows to select a specific area of interest over both
domain and range axes to mark a specific subset (combination) of
time steps and waters. These are automatically visualized in the
following proposed 3D views.

Additionally, since the individual labels on range axis of the heat
plot could easily become very small or intersect each other, espe-
cially for huge amount of water trajectories, we decided to leave
them out entirely. Instead, we have implemented a ’tooltip’ win-
dow (see Figure 4 top) that appears when user hovers over a data
point in the heat plot, providing the information about the exact
corresponding water ID. The histogram and heat plot representa-
tions provide a general information about the behavior of waters.
The heat plot explicitly shows the time span over which each water
belonged to some category and hence answers the second require-
ment of the domain experts.

The trajectories selected in the previous visualizations can be
further explored in the following proposed view.
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3.2. Flow Map

The main purpose of this representation is to show the behavior of
waters with respect to the path they use for traversing through the
protein. This information helps the biochemists to understand the
importance of individual tunnels and their role in the protein func-
tion. The clusters described in the previous section explicitly divide
the trajectories into groups according to the parts on the surface
they used to enter/exit the protein. Hence, the flow map simply vi-
sualizes the overview of all detected clusters, along with their sizes,
time evolution, and classification.

Figure 6 shows two different examples of our flow representa-
tion, where the central (green) rectangle corresponds to the active
site area. Left and right streams then stand for individual incoming
and outgoing waters in individual clusters. We make sure that the
waters belonging to the same cluster (i.e., using the same part of
the protein to enter and exit) are depicted at the same horizontal
position in order to enable intuitive evaluation of the overall flow
through the corresponding area.

active site

(a)

cluster 1 cluster 2 cluster 3

(b)

Figure 6: Top – flow map showing the incoming and outgoing clus-
ters of water trajectories. Bottom – coloring of trajectories accord-
ing to clusters.

Visualization of each stream can be divided into several lines –
each line corresponds to one water trajectory. This allows to esti-
mate the overall number of waters entering or leaving through a
particular path (tunnel) in the protein.

Figure 7: Flow map showing clusters of incoming and outgoing
water trajectories for the data set used in the case study.

When hovering above one of the streams, e.g., one of the incom-
ing ones highlighted by an arrow, the visualization automatically
highlights the lines corresponding to these trajectories in the out-
going streams (see light blue lines in Figure 6, top). It was specifi-
cally designed for easy detection of tunnels that are used by waters
in one way, i.e., just to enter or leave the protein (see Figure 6, bot-
tom). This information is crucial when determining the function-
ality of the protein. In the upper case, the incoming water stream
is divided when leaving the active site area – some waters return
through the same stream while other leave the protein through a
different stream. In the bottom case, the upper cluster (brown) con-
sists only of incoming waters. This fact is depicted using a thin,
light line on the outgoing side of the flow visualization. In both
cases, the user can also immediately see that some waters from the
incoming stream never left the active site, since the number of high-
lighted (outgoing) lines is lower then the number of incoming ones.
This can be also more explicitly seen in the histogram.

The approximate time interval when the water entered or exited
the protein is represented by the changing thickness of the stream.
This conveys the information about the amount of waters in a given
cluster and how this amount evolved over time.

The default coloring immediately gives the user the idea about
the layout of the flow map – the incoming streams are positioned on
the left side and outgoing on the right side of the central active site
area. Therefore, we can change the coloring without any confusion,
in order to communicate the information about the membership of
trajectories to detected clusters. Figures 6 (bottom part) and 7 show
examples of such a coloring. The colors correspond to those used
in the flow histogram.
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Figure 8: Left – original input trajectories, right – simplified version using Savitzky - Golay algorithm.

The flow representation helps the user to understand the general
behavior of waters and also to immediately select one or more clus-
ters of interest and proceed to further analysis using 3D view. The
flow map hence directly fulfills the third and last requirement from
the biochemists. Figure 7 aims to demonstrate that our flow map is
applicable to large datasets as well. It shows the extracted clusters
for a simulation containing more than 11.000 waters, from which
more than 180 (that actually reached the active site area) are de-
picted in the image. For such large data sets, the flow map enables
to aggregate trajectories from the same cluster to show the big pic-
ture of all trajectories and their clustering.

3.3. 3D Views – Trajectories and Isosurfaces

In the three-dimensional space, we provide the users with several
representations of selected trajectories on different levels of visual
abstraction. The user can visualize the original trajectories (Fig-
ure 8 left) or their simplified version (Figure 8 right).

For the simplification, we integrate the Savitzky-Golay [SG64]
filter. This method is widely used, for instance, in physics or chem-
istry to increase signal-to-noise ratio without altering original data
significantly. It produces smooth curves (see Figure 8, right) that
help to communicate the main trends in the shapes of water tra-
jectories. The main disadvantage of this approach is that the sim-
plification shifts the original positions of waters obtained from the
molecular dynamics simulation. To address this correctness issue,
we experimented with several non-smoothing simplifications, for
instance, with the Douglas-Peucker [VW90] algorithm. However,
according to the domain experts, these methods do not produce
satisfactory results while still removing possibly important infor-
mation when performing the simplification. Hence, we propose to
use raw data (obtained by filtering using our 2D views described
above) in cases when the precise positions have to be kept and the
simplified trajectories when the main trends are satisfactory.

The original or simplified trajectories can be subsequently visu-
alized as simple lines or as tubes (see Figure 9) which help to un-
derstand their spatial arrangement. They are used for highlighting
the selected parts of trajectories via the heat plot view. To preserve
the context information, the user can additionally visualize the re-

Figure 9: Combination of line and tube representation of trajec-
tories. Tubes depict selected parts of trajectories, lines show the
context information about the remaining parts of the trajectories.

maining parts of the trajectories as lines. The tubes can be colored
according to different criteria:

• color scale representing time,
• coloring according to detected clusters,
• coloring according to the classification.

In addition to the direct trajectory visualization, we propose a
more abstract visualization summarizing the information about oc-
cupancy of the protein inner space by selected waters over time.
The goal is to convey the information where the molecules were
most likely present in space in a specific time span. We achieve that
by estimating a probability density function in three dimensional
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Figure 10: Isosurface layers representing the 25%, 50%, 75% and 90% percentile, respectively. Left – density estimation made with width h
= 1,5. The isosurfaces are combined with the main tunnel (yellow) computed using the CAVER tool. Right – density estimation made with
width h = 2,5. The isosurface representation is combined with line representation of corresponding trajectories, colored according to time.
Figures show that the highest concentration of waters is located in the vicinity of the active site. It also reveals a side cavity close to the active
site where some waters spent a significant portion of time.

space. Then, the isosurfaces representing different percentiles of
the estimated density function are shown.

We use kernel density estimation (KDE), which is a non-
parametric density function estimation. It estimates a density func-
tion based on empirical input sample. In 3D, the estimation is for-
mulated as

f (x) = 1
n |H|

n

∑
i=0

K(H−1(x−xi)), (1)

where xi, i = 1 . . .n are the input sample positions, K is a 3D ker-
nel function, H is a matrix that determines the size and shape of
the kernels the in estimation. In our application, we used the posi-
tions of water molecules as the input sample. Since the input of our
estimation is represented by positions of molecules, we decided
to use symmetric, ball-shaped kernels. It means that in our case
H = diag(h,h,h), where h is the kernel width. Changes of h sig-
nificantly affect the smoothness of the estimated density function.
Many kernels are used in practice, however, most of the times (and
in our application as well) the Gaussian kernel is chosen.

Naturally, using the estimation directly for isosurface extraction
would be highly impractical. Therefore, we define a regular vol-
umetric grid, and at each voxel position of the grid, we evaluate
Equation 1. The size of the grid is set to the bounding box of the
molecular structure, and the empirical samples are the positions in
selected trajectories and selected time steps.

In order to render the isosurface of a given percentile, we have
to find the isovalue that corresponds to this percentile. Therefore,
we need the inverse of the cumulative density function. However,
in general case of KDE this is not known, so we need to use an
approximation. First, we order the values in the grid. Then, in the
descending order we start to sum these ordered values multiplied
by the voxel volume. If we sum up all the values, we would end up
with an approximation of the integral of f , which is 1, since f is the
probability density function. However, we stop summing up when

we reach the desired percentage, and the last used density value is
used to extract the percentile isosurface.

For the surface extraction, we use the classic Marching Cubes
algorithm [LC87], and then the surface is rendered as a triangle
mesh. Moreover, we know the gradient of the Gaussian kernel, so
we could use these for estimating the normal vectors. Examples of
various percentile isosurfaces can be seen in Figure 10, with two
different kernel sizes used. The 25% percentile (red) shows the part
of the protein which is most occupied by waters. This area is lo-
cated around the protein active site. Therefore, this representation
could be potentially used also for estimating the position of active
sites for yet unknown proteins.

All proposed representations can be also combined with tunnels
detected by the CAVER algorithm [CPB∗12] (see Figure 10 left).
In consequence, this can help to answer the hypothesis about the
relationship between the biochemical relevance of tunnels and the
water flows.

4. Case Study

To demonstrate the use of our proposed visualizations, we present
a case study performed on the data from our domain experts from
protein engineering. Our visualizations aimed to help to understand
how the waters are flowing through the protein, which of them and
for how long enter the active site, and which tunnels they follow.

The data represent the simulation of molecular dynamics
of DhaA haloalkane dehalogenase. The simulation consists of
100.000 time steps and contains more than 11.000 trajectories of
water molecules.

First, all trajectories were analyzed with respect to their inter-
action with the protein. Those waters that never enter the protein
through its surface were automatically discarded. The remaining
1.465 waters were classified according to the proposed categoriza-
tion and clusters of incoming and outgoing streams were detected.
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Figure 11: Fraction of the complete heat plot with 1.465 waters
showing only the most important waters with respect to the active
site.

These steps were performed in the preprocessing stage and served
as an input for the subsequent visualizations.

First, to get the general overview, the histogram and the heat
plot visualizations immediately helped to reveal the basic statis-
tics about the waters interacting with the protein and its active site
area. The first question biochemists asked was: "How many waters
reached the active site and how long they stayed there?" In order
to obtain the information about the number of waters reaching the
active site, they used the flow histogram view. It revealed that these
waters were divided into 12 clusters and one of the clusters was
highly dominant (contained over 1.100 waters). Furthermore, the
distribution of waters between incoming and outgoing streams was
rather uniform.

To see, how much time each water spent in the active site, they
used the heat plot and sorted it according to this parameter. This
view was assumed to immediately communicate the most important
water molecules for further evaluation (see Figure 11).

From this view the biochemists could immediately conclude that
only a small portion of waters is actually in the vicinity of the ac-
tive site for a significant amount of time steps (depicted as long
green lines) during the simulation. This already provided an inter-
esting information that suggests that the simulated system is highly
dynamic. Therefore, in the next step the domain experts filtered
out all waters that were presented in the active site for less than
500 time steps in order to preserve only the most important waters.
To confirm the hypothesis about the system dynamics, they used
heat plot again, but this time sorted according to time when the
water reached the active site for the first time. As can be seen in
Figure 12, waters were regularly distributed along diagonal which
confirms that there was only a small number of waters present in
the active site at the same time. This information was crucial since
the biochemists could immediately draw a conclusion that binding
of a ligand in the active site will not be obstructed by many water
molecules.

In the next step, the biochemists wanted to detect the main paths
used by the waters to penetrate to the active site. For this purpose
they utilized the flow map, which helped them to reveal the consti-
tution of individual clusters and the ratio between waters flowing

Figure 12: Fraction of the heat plot showing filtered waters accord-
ing to time when they reached the active site. Long green lines de-
pict waters which stayed in the active site of a long time. The plot
can be sorted according to them and the user can select only these
for further processing.

Figure 13: Trajectories of two water molecules selected using the
flow map. The isosurfaces show the occupancy of the protein space
by these waters within the whole simulation. Blue tunnel computed
by CAVER was obviously used by one of these waters.

through different clusters. Using this representation (see Figure 7),
the biochemists could easily determine the most significant clusters
and also how they are used by the incoming and outgoing waters.

The subsequent analysis using 3D views can be performed for
any cluster or their combination. In the following, using the flow
map the biochemists selected a cluster of interest (with any outgo-
ing stream) and displayed the individual water trajectories in 3D
(see Figure 13).

Finally, the users combined the trajectory visualization with tun-
nels computed by the CAVER tool. This analysis was repeated for
other clusters as well.

The domain experts who performed the case study confirmed
that our proposed visualizations helped them to analyze the water
flow and navigate them to the most important parts of the input
data, i.e., water trajectories approaching the active site. The nav-
igation through our proposed 2D representation was fast and in-
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tuitive and significantly reduced the number of input trajectories.
Therefore, studying such a highly reduced set of trajectories in
3D became possible again. The isosurface representation gave the
biochemists the overview of the space occupied by selected water
molecules over time. In combination with the information about
tunnels, they immediately revealed those tunnels which were used
by water molecules.

The flow map visualization was also highly appreciated by the
domain experts because it nicely summarizes all important infor-
mation about the size of clusters and how they were used by water
molecules.

The biochemists also proposed that the visualizations could be
extended in the future and serve as a comparison tool for more
molecular dynamics simulations. Here they referred to cases when
protein engineers aimed to change the protein properties and func-
tion by engineering transport tunnels. For example, Brezovsky et
al. [BBD∗16] describe the computational design and directed evo-
lution of a de novo transport tunnel in haloalkane dehalogenase.
They propose mutants with blocked original tunnels and introduce
newly opened auxiliary tunnel. They proved that this change mod-
ified the protein properties dramatically. Molecular dynamics sim-
ulations confirmed that the auxiliary tunnel was functioning, i.e.,
ligands and waters used this tunnel to get to the active site. When
designing such mutations, it would be helpful to have the possibil-
ity to analyze the water flow and namely to compare it with flows
in other mutants or the wild type protein. Here they suggested that
namely the flow map and the isosurface representation used for
comparison could show how the mutations changed the number of
waters, their clusters, and occupancy of the protein by them.

5. Conclusions and Future Work

In this paper we propose a set of visual representations serving for
the visual analysis and inspection of large numbers of water tra-
jectories in long molecular dynamics simulations. These represen-
tations aim to navigate the biochemists through the complex input
data and reveal the most interesting trajectories by studying their
different features. Based on the initial classification of trajectories,
the user can interactively explore them using histogram and heat
plot. Different ranking possibilities help to reveal the most interest-
ing trajectories which can be further scrutinized in the 2D flow map.
Here the trajectories are further divided into clusters according to
their protein entrance and exit points. The user can interact with
these clusters and reveal the correspondence between the incom-
ing and outgoing ones. Next, the selected clusters can be visualized
in 3D view in a form of individual trajectories (original or simpli-
fied ones) or as isosurfaces representing different percentiles of the
occupancy of the protein inner space by the corresponding waters.

Currently one of the main bottlenecks, which will be removed
in the future, is the preprocessing stage where we have to analyze
the positions of all waters in all time steps wrt. the protein. The
biochemists also suggested an interesting extension of our visual-
ization which should serve for comparison of water trajectories in
an entire ensemble of molecular dynamics simulations.
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